Reinforcement Learning Formula Sheet
Eddie Guo

Multi-Armed Bandit Problem

Expected reward of action a: ¢.(a) = E[R: | At = a]

it Ri-lai=a
22;11 la=a

Optimization: Qn+1 = Qn + %(Rn —Qn)

Estimate of ¢.(a) at time t: Q¢(a) =

lim Q:(a) = g«(a) by LLN
t— oo
Grreedy action selection: Ay = argmax Q¢(a)

e-greedy selection: greedy most of time but selects random action w/
small probability e

Nonstationary problems: constant step-size parameter

Qn+1 = Qn + a(Rn - Qn)7 « e [O, 1)

Qut1=(1—-a)"Q1+ Za(l —a)" 'R,

=1

Notice exponentially decaying past rewards.

1: A simple bandit algorithm

Initialize, for a = 1 to k:
Qa) <0
N(a) + 0
Loop:
argmax Q(a), with probability 1 - €
A+ a
random action,
R < bandit(A)
N(A)«~ N(A)+1

QA) « Q(A) + ﬁu—z — Q(A)]

with probability e

Upper Confidence Bound (UCB) Action Selection
“Optimism in the face of uncertainty”

Same as greedy except initialize Q:(a) to a high value, select value
that optimizes an action A¢, and updates the upper bound to Q:(a).

Int
Nt(a)

A; = argmax |:Qt(a) +c

Finite Markov Decision Processes
State: S; € S, Action: A; € A(s), Reward: R;41 € R CR
Transition dynamics fn (joint PMF):
Joint prob of next state s’ and reward r given state s and action a.
p(s’,r|s,a) =Pr{S: =5, Ry =7 |Si—1 =5, Ar_1 = a}
p:SXRxSExA—I0,1]

Z Zp(s',r | s,a) =1, VseS,Vae Als)

s’eSrer

agent

Ry + Ry N
t
St < St+1

—| environment

State-Transition Probabilities (Alternative Forms)
p(s’,r|s,a)=Pr{S; =5, Ry =71 |Si—1 =5, Ar—1 = a}

p(s' | s,a) =Pr{S; =5 | Si—1 =s,41_1=a} = Zp(s',r | 5,a)

reR
r(s,a) =E[R¢ | St—1 =8, A1 =a] = Z r Z p(s’,7 | s,a)
TER s'eS
_ p(s',r | s,a)
r(s,a,8') =E[Ry | Seo1 = 8,41 =0a,Se == r p(s' | s,a)

rER

Markov property: future states of Markov process depend only on
present state and not on past events.

Agent-envir interactions: episode — terminal state — reset
Goal of agent: maximize expected return, G

Episodic tasks: Gt = Ri41 + Ri42+ -+ Rr

Continuing Tasks (no terminal state)

Gt = Ri41 +yRi42 + 72Rt+3 +--+ 7k71R1+k 4+ = ZWthHc-H
k=0
= 1
Gt = Riy1 +vGiy1, Z’yk = —) v € [0,1) is discount rate
k=0 1=
T
G = Z 'ykftfle T = oo or v =1 (but not both)

k=t+1
Notice that future rewards are discounted more.
~ = 0: agent only cares about immediate reward (greedy).

~ — 1: future rewards contribute more.

Policies
Law of total expectation: E[X] = E[E[X | Y]]

Partition formula: E[X] = Z E[X | Ai]P(A;)

Policy: mapping from states to probs of selecting each possible action.
m(als) =pla|s) =Pr{A; =a| S = s}

Expectation of Ri4+1 in terms of 7w and p:

E[Res1 | Se=s]=> m(a|S) Y p(s'r|s,a)r

Value Functions
Value fns give expected return G¢ when starting in state s and follow-

ing policy 7 thereafter.

State-value fn: vz(s) = Ex[G¢ | St = ¢] Gy = nykRHkH
k=0

Value of terminal state is always 0.
Action-value fn: q=(s,a) = Ex[Gy | St = s, A¢ = a]

Uy in terms of gr and m: v (s) = Zﬁ(a | St)gx(s,a)

a

¢~ in terms of v and p: ¢x(s,a) = Z:p(sl7 | s,a)[r + vyvr(s")

r,s’



Bellman Equations

va(s) =Y m(als) D p(s',r | s,a)[r +yon(s))]

a s/r

gr(s,a) =Y _p(s',7 | s,a) |r+7)_ mw(d | s)a(s'a)

Optimal value fns: m > wa <= v, (8) > vry(s), VsES

v (s) = maxvx(s) = mapr(s',r | s,a)[r +yv.(s)], VseS

s'r

4:(5,0) = maxga(s, @) = Y p(s',7 | 5,a)[r +y maxgu(s', )

s/r

VseS,Vae A

Policy Evaluation

T = aurgmaxz:p(s/7 7| s,a)[r + yv(s")]

s'r

2: Iterative Policy Evaluation

Input 7, the policy to be evaluated
V0,V «0
loop:

A+0

loop for each s € S:

V(s) <D mla| )Y p(s'sr|sa)lr +V ()]

A +— max(A, |V'(s) — V(s)])
VeV
until A < 6 (small positive number)
return V = v,

\

Policy improvement thm: qr(s,7'(s)) > vx(s), Vs€S

7' (s) = argmax ¢-(s,a) = argmaXZp(s/, 7| s,a)[r +yur(s))

s',r

3: Policy Iteration

1. Initialization
V(s) € R and 7(s) € A(s) arbitrarily Vs € S

2. Policy Evaluation
Loop:
A+0
Loop for each s € S :
v+ V(s)

V(s) « Dop(s'sr | s, m(e)lr + V()]
A +— ma;{A, lv =V (s)])

3. Policy Improvement
policy-stable < true
For each s € S:

old-action + m(s)

w(s) + argmapr(s/, r|s,a)r+vV(s))

@ Uxs

If old-action # 7(s), then policy-stable < false
If policy-stable, then stop and return V = v, and 7 & 7,; else
go to 2.

Monte Carlo Methods
e Regs only sample sequences of states, actions, rewards from in-
teractions w/ envir. Works in RL by averaging sample returns.

e MC only for episodic tasks b/c only upon completion of episode
are value estimates and policies changed.

4: First-visit M C prediction for estimating V =~ v,

Input: policy 7 to be evaluated

Initialize:
V(s) € R, arbitrarily Vs € S
Returns(s) < empty list Vs € S

Loop (for each episode):
Generate episode following 7
G+ 0
Loop for each step of episode, t =T — 1,7 —2,...,0:
G G+ Riy1
Unless S; appears in Sp, S1,. ..
Append G to Returns(St)
V(S¢) + average(Returns(St))

,Stflt

MC Estimation of Action Values

m(s) = argznax q(s,a), Gy (8, Th41(8)) > Gy, (8,78 (8)) > vy ()

5: First-visit MC prediction for estimating V ~ v,

Input: policy 7 to be evaluated

Initialize:
7(s) € A(s), arbitrarily Vs € S
Q(s,a) € R, arbitrarily Vs € S,Va € A
Returns(s) < empty list Vs € S,Va € A

Loop (for each episode):
Choose Sy € S, Ap € A(Sp) randomly st all pairs have
probabilities greater than 0
Generate episode from Sy, Ag following 7
G+ 0
Loop for each step of episode, t =T — 1,7 —2,...,0:
G +—vG+ Ry
Unless S; appears in So, Ao, ..., St—1, At—1:
Append G to Returns(St)
Q(St, Ar) < average(Returns(St, At))
7(St) < argmax Q(St, a)

Note the last three lines can be made more efficient:

Q(St, Ar) + Q(St, Ar) + %(G = Q(St, Ar))
m(St) + argmax Q(Si, a))

MC Control w/o Ezxploring Starts
On-policy: tries to evaluate or improve policy used to make decisions.

Off-policy: same as on-policy but policy is different from that used to
generate data: target policy + behaviour policy.

e-soft policy: all nongreedy actions given minimal probability of selec-
tion €/|.A(s)| whereas greedy action given probability 1 — e+ €/|.A(s)|.



6: On-policy first-visit MC control (for e-soft policies,

ﬂ'%ﬂ-*)

7: Off-policy MC prediction (policy evaluation) Q =~
Qr)

Algorithm parameter: small € > 0

Initialize:
T < arbitrary e-soft policy
Q(s,a) € R, arbitrarily Vs € §,Va € A
Returns(s) < empty list Vs € S,Va € A

Loop (for each episode):
Generate episode from Sy, Ag following 7
G+0
Loop for each step of episode, t =T — 1,7 —2,...,0:
G+ vG+ Ryt
Unless pair St, A; appears in Sp, Ao, . . .,
Append G to Returns(St)
Q(St, Ar) « average(Returns(S, A¢))
A" + argmax Q(St, a)

St—lyAt—1:

Va € A(S:):
1- A if a = A”
wa] §i) g Lo cte/MABIL e =4
e/|A(Sy)| ifa#£ A
Off-Policy Prediction via Importance Sampling
T—1
Pr{A, Si41, At41, ..., S7 | St, Apr—1 ~ 7} = H m(Ag | Sk)p(Sk+1 |
k=t

Sk, Ak)
E[G: | St = s] = vs(s)

H (A | Sk)
b(Ax | Sk)

Elpt:r—1Gt | St = s] = vx(s)

pPt:T—1 =
> PGt
Ordinary importance sampling: V(s) = %
s
> PG
Weighted importance sampling: V(s) = SLEET(e) T
2oteT(s) P

Ordinary unbiased w/ high variance; weighted is biased w/ lower vari-
ance (preferred method).

Incremental Implementation
Suppose we have seq of returns G1,Ga,...,Gr—1 all starting from
same state with random weight W,. We wish to estimate

vn;&;11 GkZWk, n>2
W & Pt -

We can use the following equation:

W,

Vn+1 = Vn + Fn(Gn - Vn):

n>1

where Cpy1 = Cp + Wpt1 and Cp = 0 (C,, is sum of weights).

Input: an arbitrary target policy m

Initialize, Vs € S,a € A(s):
Q(s,a) € R (arbitrarily)
C(s,a) + 0

Loop (for each episode):
b + any policy w/ coverage of 7
Generate an episode following b : So, Ao, R1, ...

G+0
W++1
Loop for each step of episode, t =T —1,T7—2,...,0 while
W #0:
G +—vG+ Ry
(St,At) < C(St,At) + W
w
Q(St, Ar) < Q(St, Ar) + m[G — Q(St, At)]
7T(At | St)
W W——->1—
b(A¢ | St)

J

8: Off-policy MC control 7 =~ 7,

Initialize, Vs € S,a € A(s):
Q(s,a) € R (arbitrarily)
C(s,a) + 0
m(s) + argmax Q(s, a)

Loop (for each episode):

b + any policy w/ coverage of «

Generate an episode following b : So, Ao, R1, ...

G0

W++1

Loop for each step of episode, t =T — 1,7 —2,...,0:
G +—vG+ Ry
C(St, At) < C(St, At) + W

Q(St, Ar) < Q(St, Ar) +
w(St)  argmax Q(St, a)
If Ay #
W« W

m(S¢) then exit inner Loop

1
b(Ac | S)

Temporal-Difference Learning
TD(0) update: V(St) « V(S:) + a[Res1 + YV (Se41) —
V(Sth)

9: Tabular TD(0) for estimating v,

V(St)]

TD error: §; = Riq1 + vV (Se41) —

Input: policy 7 to be evaluated
Algorithm parameter: step size a € (0, 1]
Initialize V (s), Vs € S arbitrarily except V (terminal) = 0

Loop (for each episode):

Initialize S

Loop for each step of episode:
A + action given by 7 for S
Take action A, observe R, S’
V(s) < V(s)+alR++V(s') —
S+ S

until S is terminal

V(s)]




Sarsa: On-Policy TD Control
Q(St, Ar) < Q(St, At) + a[Ret1 +vQ(Se41, Ari1) — Q(St, Av)]

10: Sarsa (on-policy TD control) for estimating Q ~ ¢,

Algorithm parameter: step size a € (0, 1], small € > 0
Initialize Q(s,a), Vs € S,a € A(s) arbitrarily except
Q(terminal,-) =0

Loop (for each episode):

Initialize S

Choose A from S using policy derived from Q:

Loop for each step of episode:
Take action A, observe R, S’
Choose A’ from S’ using policy derived from Q
Q(S, 4) + Q(S,A) + a[R+7Q(S', A') — Q(S, A)]
S+ S A« A

until S is terminal

Q-Learning: Off-Policy TD Control
Q(Se; Ae) = Q(Se, Ae) + a[Resr +ymax Q(Set1, a) — Q(Se, A)]

11: Q-learning (off-policy TD control) for estimating

TR Tx

Algorithm parameter: step size o € (0, 1], small € > 0
Initialize Q(s,a), Vs € S,a € A(s) arbitrarily except
Q(terminal,-) =0

Loop (for each episode):
Initialize S
Choose A from S using policy derived from Q:
Loop for each step of episode:
Choose A from S using policy derived from @
Take action A, observe R, S’
Q(S, 4) + Q(S, A) + a[R + maxQ(S', a) ~ Q(S, A)]

S« 5

until S is terminal

\

Double Q-learning addresses maximization bias problem. Instead of
single Q(S, A) update, with 0.5 probability, choose one of:

Q1(S, A) + o [ R+ 7Q2(S', argmax Q1 (5", a)) — Q1(S, A)
Q2(S, A) + o [ R+ 7Q1 (S, argmax Q2(5", a)) — Q2(S, A)

Can adapt this for Sarsa and expected Sarsa updates.

Expected Sarsa
Q(St, Ay)
— Q(St, At) + a[Ret1 + YER[Q(St41, Att1) | Sea] — Q(St, A

— Q(St, Ar) + a[Rit1 + ’YZW(G | St4+1)Q(St+1,a) — Q(St, At)]

Eliminates variance due to random selection of A;11 from Sarsa.

Models and Planning

planning

model ——= policy

12: Random-sample one-step tabular Q-planning

Loop:
1. Select a state, S € S and action, A € A(S), at random

2. Send S, A to a sample model and obtain sample next re-
ward R and sample next state S’

3. Apply one-step tabular Q-learning to S, A, R, S’
Q(S,A) « Q(S, A) + a[R+ymax Q(S’,a) — Q(S, A)]

13: Tabular Dyna-Q

Initialize Q(s, a) and Model(s,a), Vs € S,a € A(s)
Loop:

1. S < current (nonterminal) state

2. A+ e-greedy(S, Q)

3. Take action A; observe resultant reward R and state S’
4

. Q(S,A) + Q(S,A) +alR+ 7y max Q(S';a) — Q(S, A)]

5. Model(S,A) + R, S’ (assuming deterministic envir)
6. Loop repeat n times:
S < random previously observed state
A <+ random action previously taken in S
R, S’ < Model(S, A)
Q(S, A) + Q(S, A)+a[R+~ max Q(S',a)—Q(S, A)]

Dyna-Q+ has reward of r + k+/7, where & is a constant and 7 is the
number of time steps since a given transition.

n-Step Bootstrapping

14: n-step TD for estimating V =~ v,

Input: policy 7 to be evaluated

Algorithm parameters: step size « € (0, 1], positive integer n
Initialize V (s), arbitrarily Vs € S

All store and access operations (for S; and R:) can take their
index mod (n + 1)

Loop (for each episode):
Initialize and store Sp # terminal

T + o
Loop fort =0,1,2,...:
If t < T, then:

Take an action according to (- | St)

Observe and store Ri+1,Si+1

If Si4+1 terminal, then T+t + 1
T+ t—n+1

If 7> 0:
min(7+n,T) ]
G — Z ,_yzf-rflRi
i=7+1

Ifr+n<T,then: G+ G+~"V(Srin)
V(S7) < V(S:) + a[G — V(S7)]
Until7=T -1




Prediction Objective

VE =" uls)[os(s) - (s, w)]? nis) >0, 3 pu(s) =1

s€ES s
Goal: VE(w") < VE(w), ¥w

u(s) is often the fraction of time spent in state s

Stochastic-Gradient and Semi-Gradient Methods
1 N
Wip1 = W — §OZV[’U7\—(St) — U(St, Wt)]2
= W + v (Se) — 0(St, we)[VO(St, we) V wrt w

Oftentimes v, (S¢) noise-corrupted, so we denote target as Us:

Wil = Wt + Oé[Ut — '{)(St, Wt)]V@(St,Wt)

15: Gradient MC algorithm for estimating v ~ v,

Input: policy 7 to be evaluated
Input: a differentiable fn 4 : S x R* — R
Algorithm parameter: step size o > 0
Initialize value-fn weights w € R? arbitrarily (e.g., w = 0)
Loop (for each episode):
Generate episode So, Ao, R1, ..., Rr, ST using 7
Loop for each step of episode, t =0,1,...,T — 1:
W W + |Gy — 0(St, w)|VO(Se, w)

Semi-gradient TD(0) uses Uz = Ri41 + v0(St+1, W)

16: Semi-gradient TD(0) for estimating o ~ v,

Input: policy 7 to be evaluated
Input: a differentiable fn 4 : S x R? — R st #(terminal,-) = 0
Algorithm parameter: step size a > 0
Initialize value-fn weights w € R? arbitrarily (e.g., w=0)
Loop (for each episode):
Initialize S
Loop for each step of episode:
Choose A ~ 7(- | s)
Take action A, observe R, S’
w — W + a[R +79(S", w) — 5(S, w)| Vi (S, w)
S+ 8
Until S is terminal

Linear Methods

Let #(-, w) be linear and for each state s, x(s) = [z1(s),...,za(s)]"
d
b(s,w) = (w,x(s)) = w ' x(s) = Zwixi(s), zi: S—R
i=1

Vou(s,w) =x(s) = w1 = wy + a[Up — 9(St, we)|x(St)
WTD = Ailb
A= E[Xt(Xt — "}/Xt+1)}—r S Rd X Rd

VE(wrp) = 1 min VE(w)

b= E[Rt+1xt] c Rd

17: n-step semi-gradient TD for estimating V = v,

Input: policy 7 to be evaluated

Input: a differentiable fn o : S x R* — R st 9(terminal,-) = 0
Algorithm parameters: step size « € (0, 1], positive integer n
Initialize value-fn weights w € R? arbitrarily (e.g., w=0)
All store and access operations (for S; and R:) can take their
index mod (n + 1)

Loop (for each episode):
Initialize and store Sy # terminal

T + oo
Loop for t =0,1,2,...:
If t < T, then:

Take an action according to (- | St)

Observe and store Ri+1,Si+1

If Si4+1 terminal, then T+t + 1
T+ t—n+1

If 7> 0:
min(7+n,T) ]
G — Z ,_yzf-rflRi
i=7+1

Ifr+n<T,then: G+ G+ ~v"9(Sr4n, W)
W+ W+ |G — (S5, w)|VD(S-, w)
Untilt=T -1

Parameterized Policies

m(a|s,0) >0, VaeAseS

eh(s,a,@)

Softmax policy: 7(a | s,0) = = hee)
AT

ZbG

. h(s,a,0
Action preference: e"(*:%%

Avg reward formulation: Gy = Z Ry —r(m)
t=0

Avg reward objective:

r(m) = EW[Rt] = ZM(S) Zﬂ-(a |'s,0) Zp(s'm | s,a)r

Ex[R:| St =s,A =a] = Zp(s',r | s,a)r

Policy Gradient

Policy gradient thm: Vr(7) = Zu(s) Z Vr(a|s,0)¢x(s,a)

Expected return: J(mg) = Ernnr, [r(7)]

Gradient ascent: 0:41 = 0+ + o Vo J(70) |o,,
——
policy grad

Probability of trajectory 7 = (so, ao,...,ST+1) ~ To:

T

P(110) = po(s0) [ [ P(ses1 | s, ae)mo(ar | 1)
t=0

Log-probability of trajectory:

T
log P(7 | 6) = log po(so) + Z (log P(s¢+1 | st,at) + logma(as | st))
0

t=

T
Grad-log-prob of trajectory: Vglog P(T | 6) = Z Vo logmg(as | st)

t=0



Vod(m9) = VoErnn,[r(T)] = / VoP(r|6)r(T) dr

- / P(7 | 9)Volog P(r | 0)r(r) dr

= Ernny[Volog P(7 | 0)r(7)]

T
=Ernny [Z Vo logmg(as | St)’I‘(T):|
t=0

EGLP Lemma: E.~p,[Vglog Ps(z)] =0

/Pg(:v) de =1 — VQ/PQ(J?) dl':vG].:O

0= Vg/Pg(x) de = / VoPs(z) de = / Py(z)Vglog Py(z) dx

— 0 =E,up,[Volog Py(z)]

T T
VoJ(Trg) = E7—~7r9 |:Z Ve logmg(at | St) ZR(St/,at/, St/+1):|

t=0 t'=t

=Ernn, [Z Vo log mg(as | st) <Z R(sy,ap, Spy41) — b(st)>:|

t=0 t/ =t

Due to Markov property of MDPs and EGLP lemma

b(s¢) is a baseline (common to choose b(s¢) = V™ (s¢))

N2
MSE objective: ¢y = arg;nin ESt,RtMrk |:(V7r(8t) — Rt) }

Alternative Forms of Policy Gradient

T
VoJ(mg) = Ermmy ZV(; log mo(at | s¢) P+

t=0

T
We can choose ®; to be any of &, = R(71), &, = Z R(sy,aqr, 8¢41),

t'=t
T
or &, = Z R(syryay, sp741) — b(se).
t/'=t
All choices of ®; have the same expectation, just diff variances.
On-policy action-value fn: ®; = Q" (s¢, ar)

Advantage fn: &, = A" (s¢,at) = Q7 (s¢,at) — V7™ (s¢)

Vanilla Policy Gradient

18: Vanilla Policy Gradient Algorithm

Input: initial policy params 6, intitial value fn params ¢g
for k=0,1,2,... do
Collect set of trajectories Dy = {7;} following 7, = 7(6k)
Compute rewards Rt
Compute At
Estimate policy gradient:

T
~ 1 A
Gr = w Z ZVg log mo(at | st)|e;, At

T€Dy t=0

Compute policy update using SGD: 0x41 = 0 + argr
Fit value fn by regression on MSE

T
Prr1 = argminﬁ Z Z (V¢(5t) _ Rt)2

TEDy t=0

Actor-Critic Algorithms

19: Q Actor-Critic

Initialize parameters, s, 0, w and learning rates oy, au,; sample

a~mg(als)

fort=1...T do
Sample reward r: ~ R(s, a) and next state s’ ~ P(s’ | s, a)
Sample next action a’ ~ mp(a’ | s)
Update policy params: 0 < 0+asQw(s,a)Velogme(a | s)
Compute TD error: &; = ¢ +YQuw(s',a’) — Qu(s, a)
Update params of Q function: w  w + @6tV Quw (s, a)
a+da, s+« ¢

end for

Deep Deterministic Policy Gradient (DDPG)
Mean-squared Bellman error (MSBE):

2
L(¢7 D) = E(s,a,r,s’,d)ND |:(Q¢(S’ a‘) - (T + 7(1 - d) H}f}X Q¢(S/7 C/))) :|

D is set of transitions (s, a,,s’, d), d tells us if transition is terminal

Target: r+ (1 — d) max Qq(s',a)

Target network update: ¢rarg = pPrarg + (1 — p)od

Policy learning: gradient ascent wrt max Esnp[Qo (s, o(s))]

1o(s) is deterministic policy

20: DDPG

Input: initial policy params 6, Q-fn params ¢, empty replay
buffer D
Set target params equal to main params: Giarg <= 0, Prarg < @
Loop (until convergence):
Observe s and select a = clip(po(s) + €, aio, ani),
Execute a and observe s', 7, d
Store (s,a,r,s’,d) in replay buffer D
If s’ terminal, reset environment state
If time to update then:
For however many updates do:
Sample batch B = {(s,a,r,s’,d)} € D
Compute targets:
y(r, 517 d) =7+ 'Y(l - d)Q¢targ (517 Hbtarg (S/))

e~N

Update Q-function by gradient descent
1
vd’@ Z (Q¢(S7a) - y(ra S/ad))Q

(s,a,r,s’,d)EB

Update policy by gradient descent
1
Vo g7 3 Qs 10(5)

seB

Update target networks with
Grarg < PPrarg + (1 — )@,  Orarg ¢ pbrarg + (1 — p)0




